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What no one has done well to date, is create a standard industry benchmark that measures network performance for communication 
patterns generated across a diverse set of HPC—and now AI workloads common to supercomputing. That is why the Global Performance 
and Congestion Network Test (GPCNeT) was created. Its designers—a collaboration between National Energy Research Scientific 
Computing Center (NERSC), Argonne National Laboratory (ANL), and Cray, now part of Hewlett Packard Enterprise, believe this open 
source benchmark can fill an information gap, as HPC centers run increasingly complex and diverse workloads. A tested and trusted industry 
benchmark can serve to assist distributed computing system architects with information to build better systems for their organizations. 
Interconnect vendors will gain insight into customer requirements that might yield better network hardware and software over time. 

When it comes to distributed computing, people tend to focus on the compute, and take the distributed part—the network that connects 
the compute elements together—for granted. But system architects and application programmers certainly do not, and in HPC in its many 
guises, there is much thought given to keeping compute, memory, and I/O within a node and across a cluster of nodes in balance. This is 
done in such a way that all elements are running at the highest reasonable level of utilization. 

EVERY BIT PROCESSED, MOVED, OR STORED IS PRECIOUS 
This is a difficult task and it is one made less easy by the complexity caused by different workloads running on modern HPC systems. In 
addition, the different ways the workflows of each individual application make use of communications across the nodes in a cluster changes 
within regions of the system at large, across time and within the applications. 

Modern HPC and AI applications are increasingly running concurrently or within a workflow of applications on supercomputers today. So, the 
networks that support these applications are not designed and tuned for one particular topology and access pattern. Increasingly, they are 
viewed as a shared resource that has to accommodate a mix of workloads and access patterns, deal with a certain amount of contention for 
resources and congestion, as well as get results in an acceptable timeframe. 

This is a big change for capability-class supercomputing, but something that capacity-class supercomputing centers have been dealing with, 
on a much smaller scale, for decades. They pick a network and make do, but that is a tactic, not a strategy, and it does not represent the way 
a network should and can operate. 

If you ask users at any HPC center what is the most valuable characteristic of a supercomputer, aside from just having access to lots of 
compute, memory bandwidth, and fast storage it would not just be raw high bandwidth and low latency but also predictable and repeatable 
bandwidth, and latency. HPC jobs are workloads that perform useful work that is vital to their users and often it needs to be run several 
times a day, daily, weekly, or monthly. And when interleaving various workloads onto a capability-class supercomputer, having a huge 
number of cores1 or immense memory bandwidth, or the fastest possible network bandwidth or the lowest network latency is not as 
important as having predictable, deterministic latencies, and bandwidth across the network when it is under load. 

The tail latencies in the network—the proportionately exorbitant time that certain bits of code wait to receive data 1% of the time, or a 
tenth of a percent of the time, or even a hundredth of a percent of the time when the network has traffic jams—stall applications and 
hamper the predictability of performance. You run code three times and it takes three different times to complete a task. This makes job 
scheduling on precious supercomputing resources difficult. 

Fighting tail latency and delivering consistency of performance under load is the lesson that the hyperscalers and cloud builders, who  
make their living directly off the performance of massively parallel clusters that span 100,000 machines in a data center, have taught us. 
Deterministic performance is the key to providing a consistent level of service. Because hyperscalers and cloud builders generate huge sums 
of money from their software services or the advertising, they can afford to do something that very few HPC centers in the world can do—
massively overprovision their networks. This exercise avoids congestion as much as possible in the links between those 100,000 machines. 

Such an approach is economically impossible for the HPC centers of the world and it counters the very way supercomputer architects think 
about building systems, given the budgetary and technical constraints they operate under. 

HPC centers have massive budgets for capability-class machines but the budgeting for these systems is limited—often orders of magnitude 
smaller—compared to what the hyperscalers and cloud builders have at their disposal. HPC centers have to make every dollar count and 
they have to maximize the amount of compute available. That means they try to run the network at much higher utilization, therefore, they 
are not overspending on the network. It also means that the vendors who make switching for HPC systems have invested in adaptive routing 
and congestion control to a higher degree than vendors of standard Ethernet switches. It is a difference in philosophy, but an important one. 
The hyperscalers attack tail latency by throwing a much larger network with a Clos topology at the problem, while the HPC architects have 
different constraints and build higher efficiency networks (with topologies such as Clos, fat tree, or dragonfly) with less brittle congestion 
control and more adaptable routing. 

 
 
1 Tens to hundreds of thousands of workloads today, and approaching 1 million or more cores in the next couple of years. 

https://github.com/netbench/GPCNET
https://github.com/netbench/GPCNET
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To that end, the providers of networks used in HPC systems, InfiniBand from Mellanox, Intel® Omni-Path, various Ethernet switches from 
vendors past and present (and notably the new HPE Slingshot variant of Ethernet), as well as the SeaStar, Gemini, and Aries interconnects 
from Cray, now part of Hewlett Packard Enterprise, the NUMAlink interconnect from SGI, the Blue Gene interconnect from IBM, and the Tofu 
interconnect from Fujitsu, which are the important ones from the past two decades—have all come up with various technologies to manage 
and minimize, if possible, the tail latencies in their networks while also pushing the raw bandwidth and latency envelopes. 

With all the choices of interconnects and the importance of each architectural feature in HPC, a standard way to measure network 
performance under load on increasingly complex workloads can be an extremely valuable tool. It can help HPC architects and application 
engineers build better systems. It can inform customers of budget decisions to achieve optimal ROI. And it can arm interconnect engineers 
to innovate even better network hardware and software in next-generation products.  

THE NETWORK IS INDEED THE COMPUTER 
In such a complex world, the ping-pong latency measurements that are typically used to show the best-case performance of an interconnect, 
are interesting in a theoretical sense because they show a performance ceiling. It is the same for measurements of bi-section bandwidth, 
which is the aggregate bandwidth of the network links when the network is cut in half and it is important for the Fast Fourier Transform 
(FFT) algorithms that underpin so much of HPC and AI work. It also includes measurements of injection bandwidth, which is a gauge of how 
fast the network can pump data into a single node in the distributed system. 

These network peak performance measures are all important. No latency can be lower and no bandwidth can be higher than these 
theoretical limits. This is useful data in that it gives us a point from which to measure the relative efficiency of the network—how well the 
network is running under actual load against the peak bandwidth and minimum latency that these idealized performance specs encapsulate. 

The average latency and bandwidth measurements that come out of the Sandia MPI Micro-Benchmark Suite, the Ohio State University 
MVAPICH micro-benchmarks, and the Intel MPI Benchmarks tell us how these workloads scale across systems. But they do not reveal much 
about how network congestion affects the performance of the systems. And we know that how an HPC or AI application runs depends to a 
certain degree on whether or not it has unrestricted access to the network. To compare it to perhaps more familiar congestion issues, tests 
like ping-pong latency are like trying to understand your commute into New York City by driving the route alone at 4 a.m. 

Real HPC workloads are more complex than micro-benchmarks. They have lots of different network access patterns and bandwidth demands, 
and are usually running on a network where there is traffic, not wide-open lanes. In the wake of the 2013 announcement of the Cray Cascade 
XC30 parallel supercomputers and their Aries XC dragonfly interconnect, Cray customers started seeing unexpected run-to-run variability on 
machines that were out for acceptance at a number of sites. Cray did root cause analysis to find the underlying cause of the variability. The 
issues were ultimately resolved by creating a latency-sensitive probe called a canary. This canary was completely under the control of the 
technicians trying to debug the issue. They would intentionally stress the system in certain ways to see the effect on an actual application. In this 
case, the app they used was a latency-sensitive GROMACS molecular dynamics application. Rather than just loading up the network, (which has 
only a moderate impact on performance when nothing else is running on it), they ran GROMACS on a system where the network was supporting 
other jobs at the same time, when there was actually congestion on the network. This scenario caused GROMACS to take as much as twice as 
long to do the same exact simulation. This is but one example of congestion effects. 

Having been through that experience, Cray realized it needed a consistent, predictable, and fair way to demonstrate real-world congestion 
on networks based on differing routing technologies, protocols, and topologies (fat tree, dragonfly, hypercube, mesh, and so forth). It also 
had to be based on a consistent set of applications. So, a whole suite of canary probes that are tested under load, and with varying degrees 
and types of congestion, was developed. 

This is what the GPCNeT network benchmark test, announced in the fall of 2019, does. 

In 2018, Cray reached out to Argonne National Laboratory and the National Energy Research Scientific Computing Center at Lawrence 
Berkeley National Laboratory to study congestion on the network and find a way to measure its effects. An early prototype of what later 
became GPCNeT was shared with these labs. That prototype was based on Cray’s experience with prior congestion issues on other 
customers’ Cray XC systems. With improvements developed through this collaboration, and with additional feedback from Oak Ridge 
National Laboratory and Lawrence Livermore National Laboratory, GPCNeT was released on GitHub, and with a peer reviewed paper at 
Supercomputing 2019. 
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NETWORK EFFECTS 
On the face of it, it seems counterintuitive at first that the 99th percentile, or 99.9th percentile, or even the 99.99th percentile latency of data 
transmissions on the network could have such a dramatic effect on the overall performance of applications; that having a relatively low 
average latency would be good enough to get acceptable and consistent performance most of the time. But not so in supercomputing. 

The main problem with both HPC and AI workloads is that they run calculations on tens of thousands to hundreds of thousands and soon 
millions of compute elements. The workloads also usually execute their calculations in relation to results processed by nearest neighbors 
that are also computing. There are many steps in these calculations and often a synchronization is required. It can be an all-to-all or 
many-to-all synchronization, or even remote memory access broadcast or incast operations. And as Amdahl’s Law reminds us, a process is 
only as fast as its slowest bottleneck, and, therefore, those tail latencies control overall execution times. This is a subtle thing because the 
latency of any application is related to, but not solely driven by, the synchronization patterns in the application itself. Applications that 
have a lot of fine-grained synchronization couple their performance to the tail latencies. Those that have made their applications more 
asynchronous, so they can cope with all kinds of variability in performance in their distributed systems, can see less effect from tail latency 
delays. But in HPC workloads, there is a coupling between synchronization, such as collectives that apply across a large number of 
processes, or the repeated use of the same communication patterns within the applications. Putting a global reduction in the code will 
slow things down because all processes have to receive the data before every process can finish and then proceed. 

Sometimes, the cascading effects of neighbor-to-neighbor communication introduce a kind of subtle synchronization across the whole 
HPC application and it takes a little bit longer to fan out and have its effect. 

These tail latency problems are not new. Every distributed computing system that has depended on networks has been the victim of tail 
latency performance degradation. And some of the older generations of supercomputer clusters overprovisioned the networks, which was 
never a shared resource, to try to deal with congestion problems. 

Several things have changed over the past decade. First, networks have evolved from being dedicated to becoming shared resources. 
Second, customers expect their switch and system vendors to do something about the congestion problem. Third, the cost of HPC systems 
continues to rise, even as the cost per unit of compute is on Moore’s Law curve downwards. 

Both hyperscalers and HPC centers have to meet or beat Moore’s Law in their application performance—not their peak theoretical 
performance or transistor count, or any other metric you want to use. Reducing the effects of tail latencies would provide a dramatic 
improvement in the actual efficiency of running applications on supercomputers. 

That is why switch makers over the past two decades have added a number of technologies to try to shrink tail latencies, or at least manage 
them better. These include: 

• Quality of service (QoS): With QoS functions, a switch carves network traffic into different priority classes and gives those workloads the 
highest class that is more defined and provides more predictable bandwidth and latency. By design, other applications on the system with 
a lower priority may suffer in their performance. 

• Adaptive routing: Cray, now part of Hewlett Packard Enterprise, has been doing adaptive routing in one form or another to improve network 
performance since the Cray T3D was announced in 1996. With adaptive routing, the network is aware of traffic conditions as one or more 
applications are running. Networks with adaptive routing allow communication to take alternative routes when delays are detected on the 
default route. However, adaptive routing cannot route around many-to-few incast patterns. 

• A full bandwidth fat-tree is a good example: There is enough bandwidth if all the sources select different paths, but this can’t happen 
without detailed knowledge of the traffic pattern. Adaptive routing selects paths according to load, spreading the load over all the 
available paths. This does not always work perfectly, because it depends on the application and the topology nature of the network. 
Sometimes, when an end point gets more traffic than it can handle, a condition called tree saturation occurs, with traffic backing up into a 
tree of links from that heavily used end point. Without a method to control congestion, adaptive routing can, in some cases, actually make 
congestion worse. 

• Congestion control: For the reasons outlined, adaptive routing and QoS are not sufficient without congestion control. Distributed systems 
need it to essentially act as a higher-level traffic cop who is monitoring and managing traffic on the network. Congestion control is done 
inside the switch, or by an out-of-band controller that is a software-defined control plane for the switches (a number of hyperscalers and 
cloud builders have created for internal use). The idea here is to have enough buffers to handle some network traffic congestion (like 
adding more lanes for rush hour on the highway), and to apply enough backpressure on transmissions coming into congested areas to 
keep the congestion from getting out of hand (like turning on metering stop lights at the onramps to highways). 
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All three technologies work together to try to deliver the best network performance across a diverse, and increasingly dynamic, set of workloads 
with very different ways of stressing and straining the network. All the key HPC-style interconnects—the HPE Slingshot Ethernet, as well as the 
Cray Aries interconnect, NVIDIA® Mellanox InfiniBand, Intel Omni-Path, and various other high-speed Ethernet—have QoS, adaptive routing, and 
congestion control features. Now the issue is how well does each work with production workloads on modern switches? 

As a rule, many-to-one collective operations can be congestors on HPC networks and they affect well-behaved, all-to-all collective operations. 
They put a dent into latency-sensitive, synchronized traffic, like global synchronizations, when running concurrently on a system. Collectives 
can be rewritten to reduce or avoid congestion. Problems arise when many-to-one traffic occurs because of multiple independent streams. 
The many-to-one traffic backs up, filling the buffers, and other traffic in the same class (victim traffic) is blocked. And the latency for this 
blocked traffic goes up. 

 

FIGURE 1. Simulation of congestion effects with and without HPE Slingshot congestion management 

As Figure 1 shows, with workloads simulated on HPE Slingshot, the many-to-one congestor traffic was held steady. And with congestion 
control mechanisms activated, the all-to-all operations took 30% less time to complete and the global synchronizations took only a quarter 
of the time to complete. 

These results also illustrate that the industry needs a standard benchmark test that is adopted broadly. A benchmark in which workloads 
and congestors are fully revealed and described, and interconnects can be compared fairly. Such a standard benchmark would have a set  
of latency and bandwidth-sensitive canaries that are proxies for real applications. In addition, it would have a set of congestors that are also 
proxies for other applications that will be in contention with the network. Such a benchmark would be agreed to by the big HPC and AI 
centers of the world. This would allow comparisons to be made across generations of interconnects, as well as across different kinds of 
interconnects and topologies. 

It is this paper’s premise that the market needs a benchmark like GPCNeT to be widely adopted and used, to bring high quality, 
demonstrable information to the acquisition and operation of interconnects. The first steps have been taken and now it is time for the 
industry at large to review and help improve the benchmark. 
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FOR INDUSTRY DISCOURSE: WHAT DOES IT TAKE TO BE A USEFUL INDUSTRY 
BENCHMARK TEST? 
For starter consideration by the community at-large, this paper proposes the following five requirements:  

1. It has to be straightforward to set up and run. 

2. It has to be able to scale as hardware does and run across interconnects of different styles, generations, and topologies. 

3. It has to work for a spectrum of system sizes and types. In other words, it has to run on a cluster with a relatively small number of nodes 
and interconnect switches, up to a large number of nodes with several layers of switching. The latter is vitally important because HPC 
and AI systems are generally running at scale, but that means different things to different workloads. 

4. It has to be difficult to game, but easy to use, and produce results that are clear and meaningful. 

5. Lastly, it has to be relatively inexpensive to run so machines of all makes and models will be used to run the test to show how well or 
poorly adaptive routing and congestion control technologies perform across time and architectures.  

We would add that an independent, impartial body should audit the benchmark tests to certify the results. In an ideal world, all performance 
results could measure the cost of the tested interconnect against its performance on the network benchmark test. 

Unlike some of the system-level benchmarks for measuring the performance of HPC and AI workloads, the level of sophistication for 
isolating and measuring the performance of the interconnect itself is relatively low. Many employ the Message Passing Interface (MPI) 
protocol implemented in a number of different libraries available in the market and test a single communication pattern. These are great 
benchmarks for the MPI library developers, but such tests do not have a way of mixing communication patterns from different kinds of 
workloads and running them side-by-side to see the effects such MPI workloads have on each other. 

LOOKING INSIDE GPCNET 
GPCNeT explicitly allows for these types of side-by-side analyses. The goal is for GPCNeT to be portable across a variety of topologies and 
architectures, so it only requires MPI 3.0. The intent is not so much to look at distributed computing systems in their ideal scenarios but in 
more realistic and unideal ones. Hence, GPCNeT specifically does non-ideal application process placement on a network of devices, because 
it does not allow MPI rank reordering it can stop any gaming of the benchmark that would reverse this non-ideal configuration. 

GPCNeT is able to test the performance of various kinds of networks running on any number of nodes and it can provide a baseline 
performance. It then stacks/adds various congestors to the systems under test to show the effect of those congestors on the primary 
workload, and how well the QoS, adaptive routing, and congestion control features of the network setup perform to alleviate pressure on 
that primary workload. It can do it at a modest scale and on a large scale. 

The GPCNeT test has two main components—canary workloads and congestor workloads. For the canary workloads, there is a mix of 
synthetic applications that alternates between all-reduce and random ring patterns. The all-reduce communication pattern is commonly 
used in HPC applications and represents small message collective operations that are latency-sensitive. 

The random ring implements point-to-point communications on the network that are bandwidth sensitive. The random ring simulates an 
application doing nearest-neighbor exchanges, which again is common in HPC applications and is inspired by the random ring 
communication embedded in the HPC challenge benchmark suite. This canary workload can stress the network and create an increasing 
and randomized load just by ratcheting up the number of processes. This does not include any congestion on the network as such. 

But the main point of the GPCNeT benchmark is to see how interconnects and their software stacks deal with congestion and try to keep a 
diverse set of applications running reasonably well and at high network utilization. 

There are two types of congestors in the GPCNeT benchmark. One creates end-point congestion, which is insensitive to routing and includes 
point-to-point incast, RMA incast, and RMA broadcast operations. The other creates intermediate congestion somewhere between the end 
points and this congestor is sensitive to bi-section bandwidth, as well as adaptive routing and is implemented using pairwise all-to-all 
communications. 

To run the GPCNeT benchmark, a distributed computing system’s nodes are divided into five equally sized parts. The number of different 
canaries is selected and a fifth of the nodes run each of the canaries on those nodes. After each canary is run in isolated mode on its fifth of 
nodes, then the four different congestors are fired up on 20% of the nodes each, filling up the entire compute capacity of the machine with a 
canary and four congestors. The loaded performance with the congestors running is measured and you repeat this process for each of the 
canaries that are to be tested. The average latency and 99th percentile latency of the canaries are measured with and without congestion, 
thus providing a gauge of the net effect of adaptive routing and congestion control features in the interconnect. It includes the performance 
of the canary proxies for real applications. 
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A group of different congestors is important because different networks and MPI libraries working with them will have different impacts on 
the interconnect fabrics, as Figure 2 illustrates: 

 

FIGURE 2. Individual congestor effect comparisons between different communication solutions (software and network) 

Explanation and interpretation of graphs: On the left is a Cray XC system using the Cray Aries interconnect, which has four lanes running at 
14 Gb/sec each per port for a total of 56 Gb/sec of bandwidth per port. On the right, is a Cray CS500 cluster linked by an EDR InfiniBand 
interconnect from Mellanox, which has four lanes running at 25 Gb/sec each for a total of 100 Gb/sec. The difference in bandwidth between 
Aries and EDR InfiniBand networks is noteworthy, but the real point of these tests is to show that point-to-point incast has no impact on 
Aries, but does have a significant impact on EDR InfiniBand. Meanwhile, RMA broadcast has no impact on EDR InfiniBand but has an impact 
on the Aries interconnect. This is why there are four different congestors in the GPCNeT test. 

Real-world HPC and AI systems have multiple workloads that act like congestors on the interconnects. And the benchmark needs to reflect 
this, so vendors cannot arbitrarily choose the communication methods and libraries that best suit their architectures while not providing 
results for those that may be popular, but less than ideal in terms of benchmark results. Sometimes, distributed systems have to run 
software that is not ideal but necessary and it is here that congestion control can make all the difference. And GPCNeT can precisely test 
these various scenarios. 

To test how GPCNeT might run across a spectrum of architectures, systems at Cray, Argonne Leadership Computing Facility (ALCF), 
NERSC, and Oak Ridge Leadership Computing Facility (OLCF) were utilized:  

• Aries interconnect-based-three machines: Cray-owned Crystal, Theta at the Argonne Leadership Computing Facility (ALCF), and 
Edison at NERSC 

• EDR InfiniBand-based-two machines: Osprey at Cray and Summit at Oak Ridge. Neither system had congestion control enabled.  
It is notable that congestion control is not active on Summit in their production environment. The software to enable congestion 
control was not available at the time of deployment, though the hardware supports it  

• HPE Slingshot Ethernet interconnect-based-two then-Cray-owned Shasta machines: Malbec and Shandy, using the 200 Gb/sec 
HPE Slingshot Ethernet interconnect 

NOTE 
The NICs in early Shasta systems run at 100 Gb/sec because when these tests were run, 200 Gb/sec adapters were not yet shipping.  
The ratio of global bandwidth to injection bandwidth is set at 50% like with the Aries-based Theta and Edison machines. 
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FIGURE 3. Congestion impact measured by GPCNeT across systems 

In Figure 3, the bars show the congestion impact on the random ring canary workload with the four congestors operating on the nodes and 
stressing the network. The congestion impact in Figure 3 is a ratio between the random ring latency under load and without a load on the 
network. The absolute values for these latencies and other canaries, included in the default output of GPCNeT, are shown in Figure 4. 

Additional graph data for each system: 

• Number of nodes 

• Ratio of the global bandwidth to the injection bandwidth; this is a measure of the taper of the network 

• Processes per port; the number of MPI ranks per network port 

In many cases, because there is data locality even on massively parallel supercomputers, HPC centers can save money on the network 
(therefore, have more money available for buying compute) by tapering the network. This can raise the congestion impact-the ratio of 
performance without congestion to the performance of the machine with congestion-on certain systems. 
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Isolated Average Loaded Network Average Isolated 99% Loaded Network 99% 

System 
Nodes 
Used 

Processes 
per Port Lat BW Allreduce Lat BW Allreduce Lat BW Allreduce Lat BW Allreduce 

Crystal 

64 1 1.8 4764.5 9.4 1.9 4496.6 9.8 6.3 3813.8 10.1 5.4 3705 11.6 

64 8 1.9 606 10 9.5 593.7 33.7 7.5 437.7 11.6 25.6 438.4 78.7 

64 32 5.1 133.9 11.7 38 111 153.5 20.8 101.1 13.8 113.2 89.9 341.9 

696 1 2 3735.8 19.9 13.7 3268.4 69.5 6.6 3541.4 22.3 47.1 2756.8 130.4 

696 8 2 528.9 20.9 117.2 219.7 1060.6 2.7 380.2 23.3 484.7 113.5 2289.6 

696 20 5.3 187.3 24.2 391.6 20.6 3462.5 9.9 130.5 71.6 2474.9 9.2 9337 

696 32 8 111 26 2312.9 1.6 26765.9 25.1 81 102 9146.6 0.3 52551.7 

Osprey 128 

1 1.1 6310.1 9.5 1.1 6234.4 9.5 3.9 4677.2 21.5 3.3 4570.7 21.1 

8 1.3 1078.3 16.1 5.8 1022.5 64 3.8 708.7 56.9 27.1 628.6 290.7 

20 1.7 451.6 47.9 22.1 274.5 286.5 9.4 289.5 90.1 163.2 136.8 1129.2 

32 1.6 278.5 53.3 40.8 126.1 1088.7 9.7 175.8 88.8 228.9 38.9 2679.3 

Edison 5575 
1 3.1 1750.1 57.2 216.3 326.9 1427.7 10.1 1603.5 74.3 785.5 232 2492.7 

24 3 139.3 52 6014.4 2.1 87983.5 7.2 107.4 70 27117.9 1.3 158883.7 

Theta 4096 
1 11.2 2635.6 123.5 84.8 695.2 724.2 18.5 2533 153.8 370.7 463.3 1289 

16 11.1 230 119.8 8803.1 3 66491.9 16.7 170.7 145.3 36738.1 2.2 136865.4 

Summit 4500 
4 2.8 2314.6 26.7 32.8 166.1 1424.3 6.6 1971.9 39.2 613.5 33.5 3811.7 

21 3.3 555.4 34 447.9 46 9274.4 10.8 378.7 79.4 7142.9 4.6 57770.2 

Malbec 485 20 1.8 565 26.6 2.1 523.2 27.9 9.1 475.9 43.7 9.7 437.2 45.2 

Shandy 1000 
32 2.4 348.1 34 2.7 321.7 38.2 5.7 310.1 49.5 6 285.3 55.5 

64 2.7 175 36.5 2.7 174 38.3 6.5 158.4 53.3 6.6 157.7 55.9 

FIGURE 4. System details and performance of sensitive communication kernels in isolation and with congestors loading the network. P2P Lat (Lat) values are in μs, P2P 
BW+Sync (BW) values are in MiB/s/rank, and Allreduce values are in μs. The data for Osprey is for MVAPICH only 

Generally, the larger the system, the more severe the congestion impact. Comparing results for Summit and Theta, the data shows that the 
combination of EDR InfiniBand and lack of taper handled congestion better than the approximately similar sized systems with Aries and a taper. 

Importantly, if you look at the two Cray Shasta machines running the HPE Slingshot interconnect, the congestion load had a much smaller 
impact on either the average latency or the 99th percentile tail latency and had even less of an effect on bandwidth. This is a stunning result. 

HPC AND AI INDUSTRY CALL TO ACTION 
The substantiation of benchmark claims has been sorely missing from the HPC networking space in market-facing statements. A robust 
industry standard such as GPCNeT can bring legitimate comparisons to HPC. 

Perhaps most significantly, if a benchmark like GPCNeT is adopted by the HPC and AI industry to test interconnects, it can drive innovation 
in adaptive routing and congestion control—perhaps faster than might otherwise happen. With supercomputers looking increasingly like 
cloud infrastructure—with containers, orchestrators, and a diverse mix of workloads—it is no longer sufficient to pick a network aimed at the 
primary job and let the other workloads suffer. We need adaptive routing and congestion control to work—and work well, or HPC and AI 
centers are going to have to massively overprovision their networks like hyperscalers and cloud builders do. This will cut into the compute 
and storage budgets for these machines. No one wants this. 

There is merit in the GPCNeT benchmark demonstrating the effect of congestion on HPC interconnects and the success of techniques to 
mitigate it. The first steps have been taken and now it is time for the industry at large to review and help improve the benchmark and add it 
to their toolset for determining the performance of distributed systems—both before purchase and after. 
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ADDITIONAL RESOURCES 
The GPCNeT benchmark source is available at https://github.com/netbench/GPCNET. 

Supercomputing 2019 GPCNeT peer reviewed publication is available at https://dl.acm.org/doi/10.1145/3295500.3356215. Sudheer 
Chunduri, Taylor Groves, Peter Mendygral, Brian Austin, Jacob Balma, Krishna Kandalla, Kalyan Kumaran, Glenn Lockwood, Scott Parker, 
Steven Warren, Nathan Wichmann, and Nicholas Wright. 2019. GPCNeT: Designing a benchmark suite for inducing and measuring 
contention in HPC networks. In Proceedings of the International Conference for High Performance Computing, Networking, Storage and 
Analysis (SC ‘19). Association for Computing Machinery, New York, NY, USA, Article 42, 1-33. 

Supercomputing 2019 CORAL interconnects peer reviewed publication is available at https://dl.acm.org/doi/10.1145/3295500.3356166. 
Christopher Zimmer, Scott Atchley, Ramesh Pankajakshan, Brian E. Smith, Ian Karlin, Matthew L. Leininger, Adam Bertsch, Brian S. Ryujin, Jason 
Burmark, André Walker-Loud, M. A. Clark, and Olga Pearce. 2019. An evaluation of the CORAL interconnects. In Proceedings of the International 
Conference for High Performance Computing, Networking, Storage and Analysis (SC ‘19). Association for Computing Machinery, New York, NY, 
USA, Article 39, 1-18. 

2019 Rice Data Science Conference review using GPCNeT to analyze congestion effects from Deep Learning training is available at 
https://2019datascienceconference.sched.com/event/UYuZ/sharing-resources-in-the-age-of-deep-learning. Jacob Balma, Richard Walsh, 
Peter Mendygral, Nick Hill. October 14, 2019. 
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	EVERY BIT PROCESSED, MOVED, OR STORED IS PRECIOUS
	THE NETWORK IS INDEED THE COMPUTER
	NETWORK EFFECTS
	FOR INDUSTRY DISCOURSE: WHAT DOES IT TAKE TO BE A USEFUL INDUSTRY BENCHMARK TEST?
	LOOKING INSIDE GPCNET
	HPC AND AI INDUSTRY CALL TO ACTION
	ADDITIONAL RESOURCES


<<
  /ASCII85EncodePages false
  /AllowPSXObjects false
  /AllowTransparency false
  /AlwaysEmbed [
    true
  ]
  /AntiAliasColorImages false
  /AntiAliasGrayImages false
  /AntiAliasMonoImages false
  /AutoFilterColorImages true
  /AutoFilterGrayImages true
  /AutoPositionEPSFiles true
  /AutoRotatePages /All
  /Binding /Left
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CheckCompliance [
    /None
  ]
  /ColorACSImageDict <<
    /HSamples [
      1
      1
      1
      1
    ]
    /QFactor 0.15000
    /VSamples [
      1
      1
      1
      1
    ]
  >>
  /ColorConversionStrategy /LeaveColorUnchanged
  /ColorImageAutoFilterStrategy /JPEG
  /ColorImageDepth -1
  /ColorImageDict <<
    /HSamples [
      1
      1
      1
      1
    ]
    /QFactor 0.15000
    /VSamples [
      1
      1
      1
      1
    ]
  >>
  /ColorImageDownsampleThreshold 1.50000
  /ColorImageDownsampleType /Bicubic
  /ColorImageFilter /DCTEncode
  /ColorImageMinDownsampleDepth 1
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /ColorImageResolution 300
  /ColorSettingsFile ()
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /CreateJDFFile false
  /CreateJobTicket false
  /CropColorImages false
  /CropGrayImages false
  /CropMonoImages false
  /DSCReportingLevel 0
  /DefaultRenderingIntent /Default
  /Description <<

    /BGR <>
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000500044004600206587686353ef901a8fc7684c976262535370673a548c002000700072006f006f00660065007200208fdb884c9ad88d2891cf62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef653ef5728684c9762537088686a5f548c002000700072006f006f00660065007200204e0a73725f979ad854c18cea7684521753706548679c300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /CZE <>
    /DAN <>
    /DEU <>
    /ENU (Use these settings to create Adobe PDF documents for quality printing on desktop printers and proofers.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
    /ESP <>
    /ETI <>
    /FRA <>
    /GRE <>

    /HRV <>
    /HUN <>
    /ITA <>
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020b370c2a4d06cd0d10020d504b9b0d1300020bc0f0020ad50c815ae30c5d0c11c0020ace0d488c9c8b85c0020c778c1c4d560002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /LTH <>
    /LVI <>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken voor kwaliteitsafdrukken op desktopprinters en proofers. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /POL <>
    /PTB <>
    /RUM <>
    /RUS <>
    /SKY <>
    /SLV <>
    /SUO <>
    /SVE <>
    /TUR <>
    /UKR <>
  >>
  /DetectBlends true
  /DetectCurves 0
  /DoThumbnails false
  /DownsampleColorImages true
  /DownsampleGrayImages true
  /DownsampleMonoImages true
  /EmbedAllFonts true
  /EmbedJobOptions true
  /EmbedOpenType false
  /EmitDSCWarnings false
  /EncodeColorImages true
  /EncodeGrayImages true
  /EncodeMonoImages true
  /EndPage -1
  /GrayACSImageDict <<
    /HSamples [
      1
      1
      1
      1
    ]
    /QFactor 0.15000
    /VSamples [
      1
      1
      1
      1
    ]
  >>
  /GrayImageAutoFilterStrategy /JPEG
  /GrayImageDepth -1
  /GrayImageDict <<
    /HSamples [
      1
      1
      1
      1
    ]
    /QFactor 0.15000
    /VSamples [
      1
      1
      1
      1
    ]
  >>
  /GrayImageDownsampleThreshold 1.50000
  /GrayImageDownsampleType /Bicubic
  /GrayImageFilter /DCTEncode
  /GrayImageMinDownsampleDepth 2
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /GrayImageResolution 300
  /ImageMemory 1048576
  /JPEG2000ColorACSImageDict <<
    /Quality 30
    /TileHeight 256
    /TileWidth 256
  >>
  /JPEG2000ColorImageDict <<
    /Quality 30
    /TileHeight 256
    /TileWidth 256
  >>
  /JPEG2000GrayACSImageDict <<
    /Quality 30
    /TileHeight 256
    /TileWidth 256
  >>
  /JPEG2000GrayImageDict <<
    /Quality 30
    /TileHeight 256
    /TileWidth 256
  >>
  /LockDistillerParams false
  /MaxSubsetPct 100
  /MonoImageDepth -1
  /MonoImageDict <<
    /K -1
  >>
  /MonoImageDownsampleThreshold 1.50000
  /MonoImageDownsampleType /Bicubic
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /MonoImageResolution 1200
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /NeverEmbed [
    true
  ]
  /OPM 1
  /Optimize true
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /BleedOffset [
        0
        0
        0
        0
      ]
      /ConvertColors /NoConversion
      /DestinationProfileName ()
      /DestinationProfileSelector /NA
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure true
      /IncludeBookmarks true
      /IncludeHyperlinks true
      /IncludeInteractive true
      /IncludeLayers false
      /IncludeProfiles true
      /MarksOffset 6
      /MarksWeight 0.25000
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /NA
      /PageMarksFile /RomanDefault
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /LeaveUntagged
      /UseDocumentBleed false
    >>
    <<
      /AllowImageBreaks true
      /AllowTableBreaks true
      /ExpandPage false
      /HonorBaseURL true
      /HonorRolloverEffect false
      /IgnoreHTMLPageBreaks false
      /IncludeHeaderFooter false
      /MarginOffset [
        0
        0
        0
        0
      ]
      /MetadataAuthor ()
      /MetadataKeywords ()
      /MetadataSubject ()
      /MetadataTitle ()
      /MetricPageSize [
        0
        0
      ]
      /MetricUnit /inch
      /MobileCompatible 0
      /Namespace [
        (Adobe)
        (GoLive)
        (8.0)
      ]
      /OpenZoomToHTMLFontSize false
      /PageOrientation /Portrait
      /RemoveBackground false
      /ShrinkContent true
      /TreatColorsAs /MainMonitorColors
      /UseEmbeddedProfiles false
      /UseHTMLTitleAsMetadata true
    >>
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXBleedBoxToTrimBoxOffset [
    0
    0
    0
    0
  ]
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXOutputCondition ()
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputIntentProfile ()
  /PDFXRegistryName ()
  /PDFXSetBleedBoxToMediaBox true
  /PDFXTrapped /False
  /PDFXTrimBoxToMediaBoxOffset [
    0
    0
    0
    0
  ]
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /ParseICCProfilesInComments true
  /PassThroughJPEGImages true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness false
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /sRGBProfile (sRGB IEC61966-2.1)
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice


